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Abstract: With increase in population and development of countries crowd occurrences have increased all over the world and have 

provided a necessity to create a crowd analysis tool for the sake of security and crowd management. To ensure public safety, it is 

critical to understand crowd dynamics and congestion circumstances at crowded scenes. These analytics can be provided by Crowd 

Counting using computer vison and neural networks. There have been many methods that have proposed various methods for Crowd 

Counting. In this paper we propose an application for Real-time Crowd Counting with a selective detection feature and we are using 

YOLOv4 as a base for object detection and we also a created an analytics system that makes use of the live data. 
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I. INTRODUCTION 

Understanding the nature of a crowd is an important and challenging problem in computer vision. The phenomenon of 

crowd is commonly observed in sports, festivals, social, political and religious gatherings which tends to attract and gather a 

huge number of people in a constrained environment. Such mass gatherings pose serious challenges to crowd safety and raise 

security concerns for the participant as well as organizers. Therefore, crowd analysis is one of most important and challenging 

tasks in video surveillance due to complex behaviour of pedestrians. The crowds can be divided into 2 categories with their own 

specific challenges, one of them is Dense crowds that can be observed at locations like concerts, political or religious or any type 

of mass gathering at a particular location and the other one i.e., Sparse crowds that can be observed at locations like hospitals, 

malls, schools and similar locations with some security infrastructure. Our application is intended for sparse crowds.  

We are assuming that the target user of our application has their own network of cameras. For our solution we are using 

YOLOv4, YOLO is short for You Only Look Once. It is a real-time object recognition system that can recognize multiple objects 

in a single frame. For a sparse crowd detection, YOLOv4 is best suited compared to another object detection algorithm. 

 

II. RELATED WORKS 

Since this is one of the most popular challenges of computer vision, it’s been a heavily researched topic and many different 

methods have been proposed to provide a solution to this problem. There multiple methods that can be used for crowd counting. 

These methods can be categorized as Pixel-Based and Object Detection methods.  

Pixel-based methods (Density maps) [1]: - Pixel-based methods rely on very local features (such as individual pixel analysis 

obtained through background subtraction models or edge detection) to estimate the number of people in a scene. Since very low-

level features are used, this class is mostly focused on density estimation rather than precise people counting.  Earlier methods 

have proposed use of density maps with their purposed neural network architecture. For example,[2] have purposed a multi-

column architecture with density maps that comprises the three columns correspond to filters with receptive fields of different 

sizes (large, medium, small) so that the features learned by each column CNN is adaptive to (hence the overall network is robust 

to) large variation in people/head size due to perspective effect or across different image resolutions.[3] have purposed a novel 

Contextual Pyramid CNN (CPCNN) for crowd count and density estimation that encodes local and global context into the density 

estimation process.[4] leverage temporal information between the subsequent frames of video by proposing Motion Guided Filter 

(MGF), which utilizes energy function to estimate the displacement vector based on brightness, gradient constancy and spatio-

temporal smoothness. They utilize MGF and propose a re_nement algorithm 1 for low-level tracking that exploits temporal 
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correspondence and suppresses false alarms. These methods are very effective and accurate but when working with live footage 

they are not as effective as object detection techniques. 

Object level Methods [1]: - Methods that rely on object-level analysis try to identify individual’s objects in a scene. Object 

detection techniques have more features to work with, hence they tend to produce more accurate results when compared to pixel-

based methods, and are we are useful in lower density crowds, however they are not as effective in higher density situations. 

Occlusions and clutter provide a challenge to these methods many purposed methods to overcome these challenges.  [5] have 

proposed the focal loss which applies a modulating term to the cross-entropy loss in order to focus learning on hard examples 

and down-weight the numerous easy negatives. They demonstrate its efficacy by designing a fully convolutional one-stage 

detector and report extensive experimental analysis showing that it achieves state-of-the-art accuracy and run time on the 

challenging COCO dataset.[6] have proposed a novel and effective approach, named adaptively spatial feature fusion (ASFF), 

to address the inconsistency in feature pyramids of single-shot detectors. They have proposed approach enables the network to 

directly learn how to spatially filter features at other levels so that only useful information is kept for combination.[7] have 

demonstrated a systematic study of network architecture design choices for efficient object detection, and proposed a weighted 

bidirectional feature network and a customized compound scaling method, in order to improve accuracy and efficiency. They 

have developed a new family of detectors, named EfficientDet, which consistently achieve better accuracy and efficiency than 

the prior art across a wide spectrum of resource constraints. In particular, our scaled EfficientDet achieves state-of-the-art 

accuracy with much fewer parameters and FLOPs than previous object detection and semantic [8] segmentation models.[8] have 

purposed a state-of-the-art detector which is faster (FPS) and more accurate (MS COCO AP50:95 and AP50) than all available 

alternative detectors. The detector described can be trained and used on a conventional GPU with 8-16 GB-VRAM this makes 

its broad use possible. The original concept of one-stage anchor-based detectors has proven its viability. 

 

III. METHODOLGY  

In this paper we have purposed an application hosted on local system using Flask as shown in fig (1) which can be deployed on 

any cloud services. This system is intended for locations with sparse crowd scenarios like malls, hospitals, schools etc. We 

assume that the users have their own network of cameras.                       

3.1 Configuration Module  

First, we created a method to connect with user’s local network of cameras through internet or use the internet accessible IP 

cameras. For our solution we have made use IP cameras but we can make use of other types cameras as well with slight changes 

to the code. Each camera has its own instance and it will leverage all the features discussed in this   paper and process for each 

instance will be the same as shown in Fig (1). To connect cameras to the application, users have to provide their camera IPs/or 

anything equivalent to it like RTSP URL, etc. These IPs will be saved in database for reuse. 

3.2  Crowd counting module 

We use the IPs stored in the database as input for object detection module and we use OpenCV for any image processing related 

tasks. For object detection we are using pretrained YOLOv4 model trained on COCO dataset because of its high accuracy. As 

showed by [8] YOLOv4 is better than previous proposed algorithms hence it is our preferred choice of object detection model. 

YOLO recognizes objects more precisely and faster than other recognition systems. It can predict up to 80 classes. It can be 

easily trained and deployed in a production system. YOLO is based on a single Convolutional Neural Network (CNN). The CNN 

divides an image into regions and then it predicts the boundary boxes and probabilities for each region. It simultaneously predicts 

multiple bounding boxes and probabilities for those classes. YOLO sees the entire image during training and test time so it 

implicitly encodes contextual information about classes as well as their appearance. The real-time recognition system will 

recognize multiple objects from an image. The backbone of YOLOv4 is CSPDarknet-53. Darknet is an open-source neural 

network framework written in C and CUDA and it is used to train new YOLO models and run the existing ones. After the training 

is done the results are stored in a .weights file. We have converted this darknet model which is in .weights format to a TensorFlow 

model in .pb format. We use this saved model for object detection. YOLOv4 sends us the coordinates of detections along with 

confidence score which we then use as input for OpenCV to draw bounding boxes on the detections and count these detections. 

We count detections on every frame and the process repeated for each frame. We also able to selective counting with help of 

detection boundary which discussed below.  
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Fig (1) 

3.3 Selective detection 

When two or more cameras are covering overlapping areas in footage, they might create certain scenarios where certain part of 

crowd gets counted twice in both cameras otherwise known as edge cases, example of this is shown in Fig (2). To deal with such 

edge cases we have introduced a Selective detection method.  

 

Fig (2) 

After adding the camera IPs, the users have to provide a detection zone for each camera. The detection zone will filter the 

detections based on the condition that they lie within the detection zone, only they detections in the zone will counted and others 

won’t. The way this works is, we compare each detection’s bounding box whose coordinates are stored in the result list with the 

detection boundary if the bounding box is within the boundaries count is incremented or else not. Selective detection allows users 

to avoid edge cases where 2 or more cameras are covering the same area which might create conflicts in count and might lead to 
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count duplication. Selective detection solves this problem by allowing YOLOv4 to focus on a particular zone for each camera 

and avoid count duplication.  

3.4 Live Analytics 

The live count which we are receiving for a particular camera serves as an input for our analytics. We generate live graphs using 

this data. This allows users to see live analytics in real-time and take various security related decisions. The analytic for a camera 

consist of average count, max count and total count along with its own live count. To generate graph chart.js is used which is an 

open-source JavaScript library on GitHub that allows you to draw different types of charts by using the HTML5 canvas element. 

The technique which used for fetching live count is Server-sent-Events which is a server push technology enabling a client to 

receive automatic updates from a server via HTTP connection. 

 

IV. PERFORMANCE AND OUTPUT 

A. Performance 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig (3): Comparison of YOLOv4 with other algorithm [8] 

 

Above figure shows the performance comparison of YOLOv4 with other purposed solution for real time object detection. The 

performance metrics considered here are FPS (Frames per second) and AP (mean Average precision).  

 

B. Output 

In the below images we have demonstrated the capabilities our application. Fig (4) demonstrates the counting and object detection 

in prerecorded video of the real-life scenario in which the application is to be used. Fig (5) shows the use of application on live real-

time video footage. It demonstrates the selective detection and cumulative counting feature of our application. Fig (6) demonstrates 

the for the live analytics feature in form of graphs. 

 

Method Backbone Size FPS AP 

YOLOv4: Optimal Speed and Accuracy of Object Detection [8] 

YOLOv4 CSPDarknet-53 416 96 (V) 41.2% 

YOLOv4 CSPDarknet-53 512 83 (V) 43.0% 

YOLOv4 CSPDarknet-53 608 62 (V) 43.5% 

EfficientDet: Scalable and Efficient Object Detection [7] 

EfficientDet-D0 Efficient-B0 512 62.5 (V) 33.8% 

EfficientDet-D1 Efficient-B1 640 50.0 (V) 39.6% 

EfficientDet-D2 Efficient-B2 768 41.7 (V) 43.0% 

EfficientDet-D3 Efficient-B3 896 23.8 (V) 45.8% 

Learning Spatial Fusion for Single-Shot Object Detection [6] 

YOLOv3 + ASFF Darknet-53 320 60 (V) 38.1% 

YOLOv3 + ASFF Darknet-53 416 54 (V) 40.6% 

YOLOv3 + ASFF Darknet-53 608x 45.5 (V) 42.4% 

YOLOv3 + ASFF Darknet-53 800x 29.4 (V) 43.9% 

Focal Loss for Dense Object Detection [5] 

RetinaNet ResNet-50 640 37 (V) 37.0% 

RetinaNet ResNet-101 640 29.4 (V) 37.9% 

RetinaNet ResNet-50 1024 19.6 (V) 40.1% 

RetinaNet ResNet-101 1024 15.4 (V) 41.1% 
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Fig (4) 

 

Fig (5) 

 

Fig (6) 

V. CONCLUSION 

 We have successfully implemented a crowd counting application that works with live video feed in real-time and provides 

live analytics from the generated count in form of graphs. We created a selective counting method that solve the problem of edge 

cases. We have created an application that is easy to setup and work with. Our solution can help in crowd management and improve 

security for user’s infrastructure. Using our analytics users can identify at parts of their infrastructure they need to improve and 

where they need adds more security. With newer iterations of YOLO framework, we can improve the object detection capabilities 

of the solution. Since we are making use of the existing user infrastructure it demonstrates the useability of our solution in sparse 

crowd scenarios. 
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